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Introduction 
Within telecom circles, 2012 will be remembered as the year that saw the logical 

completion of a major transition, and the commencement of a few unexpected 

ones. To be more specific, while the commercial availability of Long Term Evolu-

tion (LTE) access was delivered in accordance with a well-documented and 

orderly roadmap, the emergence of software-defined networking (SDN) and 

network functions virtualization (NFV) took the industry by storm after a very short 

incubation period. SDN and NFV are notable in that both were shaped by 

telecom operators, reflecting their desire to develop more agile hardware and 

software strategies to reduce network costs and simplify administration. 

 

Although NFV and SDN architectures and market requirements are still largely in 

the definition phase, conceptually both rely heavily on the concept of functional 

separation. In the case of SDN, separation of control plane and signaling plane, 

which is supported in IP Multimedia Subsystem (IMS) and softswitch configurations, 

is applied to Layer 2/3 transport networks to enable third-party and truly "open 

source" software to control and apply policy to any vendor appliance. Similarly, 

NFV marks the final and ultimate separation of product-specific software from 

hardware. It's also important to note that while we do not focus on the enterprise 

network in this white paper, NFV is also conceptually valid there as well, and will 

undoubtedly impact network design and operation in the immediate future. 

 

Although NFV will take some time to reach the commercial launch phase, as 

shown in the generalized timeline in Figure 1, the industry is now moving at an 

unprecedented pace. Given the commitment on all design levels (e.g., telecom 

vendors and their semiconductor and other ecosystem partners) we believe some 

vendors and operators may be able to shorten these intervals. 

 

 
 

Accordingly, the purpose of this white paper is to examine in detail both the value 

proposition and challenges of implementing NFV, utilizing the session border 

controller (SBC) as a specific validation case. 

Figure 1: NFV Generalized Timeline 

 

Source: Heavy Reading 



 
 

HEAVY READING | JUNE 2013 | WHITE PAPER | WHAT TELCOS NEED TO KNOW ABOUT SESSION VIRTUALIZATION  3 

 

 

The NFV Value Proposition 
While the transition of network functions has been unofficially underway for several 

years as telecom vendors migrated and ported software from proprietary plat-

forms to commercial-off-the-shelf (COTS) hardware solutions such as ATCA, NFV 

represents a major step designed to not only enable purchasing of pure software 

products, but also to enable the migration of network functions from the network 

domain to the data center domain. 

 

As shown in Figure 2, this has several benefits, including a lower-cost, software-only 

model, the ability to "spin up" network functions elastically in the cloud and 

enhanced survivability by deploying a greater number of functional instances vs. 

the traditional mated pair approach. Additional benefits include shortening time 

to market for new features and services. 

 

 
 

Essentially, NFV expands the concept of data center virtualization, which is widely 

accepted to include non-data center functions that can be run in the cloud. As 

noted in Figure 2, NFV could potentially see the migration of a wide range of 

network functions: access and edge products, packet core elements, voice core 

and applications from the network into the data center. 

 

While there are currently no common industry criteria, Heavy Reading believes 

that there are two general attributes that can be applied to test if a particular 

function is a good candidate for network virtualization: its functional role and 

position in the network; and its software compute requirements. 

Figure 2: Network Functions Virtualization 

 

Source: Heavy Reading 
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Functional Role & Position in the Network 

Although theoretically all network functions in an all-IP flat distributed network are 

equal, in reality some are more strategic and better positioned than others given 

traditional roles and network evolution. Accordingly, we believe the first NFV wave 

is best suited to products with attributes that play a critical role in IP service 

delivery and are strategically placed. These attributes can be assessed using the 

following individual criteria: 

 

Service Profile Support 

Within this criteria set, there are several factors to consider, including whether the 

network function is a mainstream one or a specific niche or declining function. 

Based on this criterion we consider a network function that supports a range of 

voice and data services as higher priority than a specific or niche application. 

 

This is partly due to the adoption of new approaches such as voice over LTE (VoLTE), 

where voice evolves to a packetized data service model. Since this approach 

blurs the line between traditional voice and data services and adds additional 

services interworking, network nodes that support both could potentially adopt 

new functions as interworking devices and benefit from NFV's elastic scalability. 

 

Position in the Network & Connectivity Level 

In making an overall NFV assessment, the relative position and connectivity level 

of the network function must be considered, asking questions such as: 

 

 Does the network function run in a single home network, or is it deployed 

at the edge and therefore required to interface with other networks (i.e., 

mobile, fixed, cable or over-the-top [OTT] operators)? 

 Does the network function support security functions? 

 Does the position of the node and level of connectivity with other net-

works position it to adopt new software functions in response to the emer-

gence of new service models including OTT services? 

 Does the node support both the bearer and control plane? This is increas-

ingly important since it provides an opportunity to virtualize both or adopt 

a singular approach, such as the control plane, that is well aligned con-

ceptually with SDN, which promises to radically alter the shape of how 

networks are controlled and services delivered. 

 

Multi-Layer Aware 

The final network consideration is the degree to which a product is multi-layer 

aware. In this white paper we define multi-layer aware as any product that 

possesses the capabilities to perform or directly influence both network and 

application control. This is increasingly important, since we believe SDN and NFV 

will drive functional consolidation of existing network layers. 

 

As shown in Figure 3, we view the most likely scenario as the consolidation of the 

application and content and service enablement and control layers utilizing NFV 

to enable end-to-end session and service awareness, guaranteed quality of 

service (QoS) and policy-based charging on a network-wide basis vs. the tradi-

tional "siloed" application delivery model. Complimenting this approach would be 

the implementation of SDN policy control for fixed and mobile transport networks. 
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It's also important to note that in addition to simplifying network administration, 

layer consolidation also has a transformational impact on the very functions that a 

network performs and how services are delivered. 

 

In essence, as shown in Figure 4, layer consolidation moves both fixed and mobile 

networks from a hybrid collection of legacy and next-generation architectures to 

a single session control and session management driven model. 

 

Although this may seem like an understated transition, we believe it represents a 

crucial step for converged operators since it puts in place the foundation for 

universal delivery of blended and personalized services integrated with policy 

control for premium demand applications regardless of network type. 

Figure 3: Network-Layer Consolidation  

 

Source: Heavy Reading 
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Software Resource Requirements 

In addition to the functional role and position of the node in the network, software 

resource requirements – including design – also represent key considerations. 

There are two sets of considerations here, the first related to the NFV strategies of 

semiconductor vendors such as Intel that provide the base platforms utilized by 

telecom vendors to build software solutions. 

 

Not surprisingly, in the past few months the pace and commitment to new 

platforms that rely more on software-based network intelligence vs. hardware-

based intelligence to support functions such as packet inspection and extraction 

has ramped up to a new level. This is largely due to technology enhancements 

that allow software to support these functions without introducing more processing 

delay. We expect this trend to accelerate in the next 12-18 months. Secondarily, 

this will provide telecom operators with additional confidence that their applica-

tions possess the necessary software intelligence attributes to run in the cloud. 

 

In the context of telecom vendor-specific network products, software resource 

requirements can be assessed utilizing the following criteria: 

Figure 4: Hybrid Services Model vs. Consolidated Layer Model  

 

Source: Dialogic 
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 Software Intelligence Level: Related to service profile, each network func-

tion (e.g., SGSN, PCRF, MG, CSCF, MME) requires various levels of software 

intelligence to meet design requirements; those functions with the highest 

levels of software intelligence are ultimately best suited to NFV. Questions 

that can be used to assess relative level of software intelligence include: 

o To what extent does the network function software performance 

have a direct and perceptible impact on customer experience/QoS? 

o Is the software simply in the call or session path, or does it control it? 

o Does the software support multiple functions – e.g., security, policy 

control, billing, admission control, control plane supervision, session 

layer supervision and policy? 

 Software Design Model: The methodology of how software is designed is 

also an important consideration. Factors to consider here include: 

o Is the software designed to run on a proprietary hardware platform or 

does it utilize open conventional industry accepted software coding 

practices and designed to run independently of hardware? 

o To what extent does the product support software-based network in-

telligence functions (e.g., the ability to inspect or extract data from 

packet flows) vs. hardware-centric network intelligence functions? 

o Is the software highly extensible and modular or does it utilize hard 

coded parameters and monolithic design? 

 

The bottom line is that we view multifunctional network nodes such as P-CSCF, 

PCRF, BGCF and softswitches that possess high levels of software intelligence and 

potentially flexible execution models as best suited to the first phase of NFV. 

 

In addition, utilizing these criteria as shown in Figure 5, we also view an SBC as an 

excellent NFV candidate since it possesses many of the requisite capabilities of the 

criteria defined above. Accordingly, in the next sections of this white paper we will 

examine the inherent benefits and challenges of NFV from an SBC perspective. 

 

 

Figure 5: Matching SBC Attributes to NFV Criteria  

CATEGORY  CRITERIA  SBC CRITERIA MATCH  

Functional Role 

and Position in 

the Network 

 

Service Profile High – voice and data services  

Network Position High – internal and external network interfaces, applicable to all 

operator types 

Connectivity Level High – supports both control and data plane 

Multi-Layer Aware High – designed to execute network control functions and has an 

impact on application and content control 

Software 

Resource 

Requirements 

Software Intelligence 

Level 

High – supports signaling, media, OAM&P, policy QoS and security 

enforcement. Open and extensible software model.  

Software Design 

Model 

High – software design considers dynamic session driven scalability 

via software and is less reliant on specific hardware intelligence. 

Source: Heavy Reading  
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Virtualized SBC Design Considerations 
In this section of the white paper we consider the design considerations associat-

ed with SBC virtualization. As previously discussed, the SBC is well positioned as a 

first NFV candidate since it separates control and data plane and possesses a high 

degree of software intelligence. 

 

For instance, as shown in Figure 6, we consider an SBC as possessing seven unique 

and modular classes of software, ranging from media processing (voice and video 

transcoding and support of Real Time Protocol [RTP]), signaling processing and 

network interconnection to network flow control and policy enforcement. 

 

 
 

From an NFV implementation perspective, a multi-functional software design 

methodology is important since it provides a great deal of flexibility in devising 

virtualization strategies for both internal networks and external network interfaces. 

Fundamentally, this enables a network operator to support several transition 

scenarios based on specific requirements. 

 

Ultimately, while some SBC functions (e.g., IPsec termination) based on network 

position and function may be best maintained in the network domain on vendor-

supplied hardware to retain a physical network demarcation point, others as 

Figure 6: SBC Software Modules 

 

Source: Heavy Reading 
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shown in Figure 7 (e.g., signaling processing and OAM&P) may be ported and 

virtualized, running on data center servers in the IT and cloud data center domain. 

However, this approach does require that the vendor supports a truly modular 

software approach to allow certain specific functional areas to be ported, while 

others are not. Aligned with the SDN model, the potential also exists to utilize 

software from several vendors to support virtualized functions in the data center. 

 

 
 

While Figure 7 is SBC-specific, this same model could apply to other functions, 

including IMS, which would give operators greater choice in vendor selection, 

thereby lowering cost and mitigate risk associated with a single-vendor approach. 

 

Specific SBC-based service scenarios are explored in the next section of this paper 

to provide a use case perspective of implementation benefits and challenges. 

Figure 7: SBC Sample Virtualization Scenario 

 

Source: Heavy Reading 
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Virtualized SBC Use Case Scenarios 
In this section we present three specific services use cases, examining the impact, 

benefit and challenges of utilizing a virtualized SBC: dynamic network scaling; HD 

service transcoding; and security enforcement. 

Dynamic Network Scaling 

The rise of mobile broadband services continues to have a profound impact on 

how mobile operators engineer and scale their network, with the greatest chal-

lenge being the ability to meet unforecasted demand associated with OTT 

network social driven events that can happen at any time. 

 

Unlike the past, when operators could utilize approaches to "deflect" voice calls in 

periods of traffic overload on legacy networks, a similar approach on mobile IP 

networks can drive an unrecoverable loss of revenue and may ultimately impact 

customer loyalty, since many are associated with one-time sport or social media-

driven events. Thus network dimensioning – estimating the core network resources 

required to support mobile services – is much more problematic and requires the 

ability to gain access to new resources in real time with little or no warning. 

 

In this regard, as illustrated in Figure 8, since NFV supports hardware and software 

acceleration by leveraging a large pool of cloud-based computing resources 

running multiple instances in the data center, it is decisively the most efficient and 

cost-effective option available to meet dynamic network scaling requirements. 

 

 
 

Still, as with any new groundbreaking approach, NFV will also deliver some new 

challenges. Perhaps the greatest challenge (aside from the cultural leap of faith 

to deploy network functions in a cloud) is minimizing latency. Specifically, as 

shown in Figure 9, the latency associated with the exchange of Session Initiation 

Figure 8: SBC On-Demand Control Plane Scaling Scenario 

 

Source: Heavy Reading 
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Protocol (SIP) messages between a network domain-based function such as an 

IMS CSCF and a virtualized SBC, which may be physically distant from the network. 

 

 

Figure 9: Virtualization Latency Scenarios 

 

Source: Heavy Reading 



 
 

HEAVY READING | JUNE 2013 | WHITE PAPER | WHAT TELCOS NEED TO KNOW ABOUT SESSION VIRTUALIZATION  12 

 

 

There are several ways to deal with this problem. The first is to run several instances 

of a virtualized SBC in the cloud, including one in a data center that is closest to 

the IMS network node. This approach is analogous to the CDN functional model 

which applies resources close to the data user. The second and more holistic 

approach is to also deploy a virtualized instance of the IMS CSCF in cloud data 

centers. 

HD Service Transcoding 

Since SBCs fundamentally are traffic exchange points, the ability to transcode 

both video and voice applications is considered a basic functionality that every 

SBC must support. Therefore, in response to new applications, SBC vendors have 

continued to update hardware and software transcoding capabilities of their 

products to support new codecs as they come to market. 

 

As a result, since SBCs are network agnostic in that they must be able to interface 

with all network types (mobile, fixed and cable) and perform transcoding for a 

broad range of codecs types (e.g., G.711 fixed network and AMR for mobile). 

 

To put this in perspective, today there are approximately 18 voice and nine video 

codecs, with new implementations still coming to market (e.g., the H.265 video 

codec was standardized in January 2013) and more anticipated in the future. 

Therefore, given the requirement to support an open-ended model, software-

based encoding is increasingly desirable to support unique network requirements 

and new codecs while supporting entrenched mature codecs in the most cost-

effective manner by minimizing the need to perform network-wide hardware 

upgrades. 

 

For example, since LTE has unique performance requirements, including packetiz-

ing voice to support VoLTE, it also impacts how transcoding will be performed. This 

is important because while HD voice and video are not reliant on LTE per se, LTE 

network operators have cited support of these services as differentiators, an 

informal but strong linkage between LTE and HD services often exists. 

 

Although the wideband codec to support HD voice is currently available (AMR-

WB, a.k.a. G.722.2), global support has been spotty due to limited 3G network 

support capabilities and lack of uniform support on smartphones. However, this will 

change as LTE continues to roll out, devices move "en masse" to support HD 

codecs and Internetwork Packet Exchange (IPX) providers integrate support of HD 

services for roamers. Similarly, as the number of IMS VoLTE deployments increase, 

new transcoding requirements to support IMS and WebRTC services will emerge. 

 

Consequently, SBCs will be required to further evolve to support a faster time to 

market for codec support and interwork HD voice and data services. In an NFV 

context, the question is what the impact of virtualizing these transcoding and 

interworking functions is. Today SBC transcoding software for telecom HD services 

is heavily reliant on specialized DSP resources. Although this approach optimizes 

performance, it is less scalable and flexible, which means time to market for new 

codecs is longer when factoring in the hardware design cycles required to 

achieve the optimal hardware configuration. 

 

In contrast, as shown in Figure 10, while a data center server is less efficient from a 

computing and power perspective than specialized hardware, access to a 

greater pool of resources to run multiple transcoding instances enhances scalabil-

ity while also reducing the design cycle for new codec support. 
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Security Enforcement 

In this final scenario, we consider security enforcement. While virtualization can 

provide a similar value proposition, such as low-cost scalability, and provide the 

framework to support new service models, such as Security as a Service (SECaaS), 

since an SBC supports a broad range of complex security functions – from NAT 

traversal to session authentication to virtual private network (VPN) and encryption 

support and topology hiding – this brings to the table a unique set of challenges. 

 

Although, as shown in Figure 11, it is conceptually possible to virtualize both the 

control plane SIP session setup and administration, as well as the data plane that 

carries the RTP data streams, it's worth noting that the enforcement and support of 

data plane-based functions such as VPNs and encryption have traditionally been 

designed to run on specific and purpose built hardware to optimize performance. 

 

Therefore, decoupling these functions to a pure software only model will require 

semiconductor vendors to develop new software platforms to support offloading 

and execution on data servers. Although, as previously noted, this is starting to 

happen, the cycle is still early in the development phase. 

 

An additional consideration is the impact of performing functions such as firewall 

access, distributed denial of service (DDoS) and error checking in a data center. 

The chief concern is the ability to isolate these threats from other mission-critical 

virtualized applications that run in the data center. Therefore, one approach to 

mitigate the risk initially would be to virtualize only a select number of control 

plane applications and leave in place existing SBCs at the network edge to 

perform data plane functions. 

Figure 10: Virtualizing SBC Transcoding 

 

Source: Heavy Reading 
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Figure 11: Virtualizing Security 

 

Source: Heavy Reading 



 
 

HEAVY READING | JUNE 2013 | WHITE PAPER | WHAT TELCOS NEED TO KNOW ABOUT SESSION VIRTUALIZATION  15 

 

 

The Impact of NFV on SBC Vendors 
NFV will not only have a major impact on network operators; it also has far 

reaching competitive and technical implications for their vendors. While telecom 

vendors have positioned themselves as software providers for several years, in 

many respects NFV represents the "acid test" of their true capabilities. 

 

As we noted previously (see Figure 5), NFV conceptually supports the ability to 

deploy software instances from several vendors. While some vendors may consider 

this a highly disruptive model, others will view it as an account break-in opportunity 

of global proportions. 

 

In an SBC context, we view vendors that possess the following technical and 

cultural capabilities as best positioned for achieving success in an NFV world. 

 

 Modular software design: This is critical to provide the flexibility to allow 

some modules to be ported and virtualized, while other, more complex 

functions are not, due to security concerns. This ensures that the two lead 

NFV drivers from a carrier perspective – elastic scalability for those appli-

cations that require it and shorter application delivery cycles – are still 

supported without endangering the network. 

 Range of transcoding capabilities and software efficiency: In order to be 

successful in the future, SBC vendors will need strong in-house resources 

that support a pure transcoding software approach vs. emulating digital 

signal processors (DSPs) in software that is less efficient and may increase 

the potential impact of NFV-related latency. As a result, SBC vendors such 

as Dialogic have already adopted this approach and developed dynam-

ic resource allocation software for media processing and transcoding. A 

related consideration is the extent to which the vendor's in-house software 

resources have experience in developing multimedia applications and 

have designed these applications with the "hooks" necessary to allow the 

application to be virtualized. 

 Software extensibility: As discussed, NFV has a layer consolidation effect, 

which requires that existing software modules must be design to be easily 

extended to support additional functionality (OAM, session control and 

management). 

 Level of NFV commitment: While all vendors will undoubtedly position on 

NFV support, we believe a number, especially the larger vendors, will at-

tempt to position several technical roadblocks as to why NFV is problem-

atic and must deployed within the confines of a single vendor model. Ul-

timately, we believe vendors that are not committed to specific hardware 

platforms and are most committed to helping operators overcome the 

challenges of a multi-vendor NFV implementation will prevail. 
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Conclusion 
As we have documented in this white paper, even though – as is the case with 

any major technology shift – some challenges exist, we believe by leveraging the 

flexibility of a software approach they can be effectively dealt with to avoid the 

"programmable nightmare" scenario. 

 

Moreover, since NFV is so appealing from a number of key perspectives including 

opex, capex and service delivery, we believe it is "real" and will go ahead at full 

speed on the road to commercial implementations in the next 18-24 months by 

Tier 1 operators such as AT&T, Telefónica and Deutsche Telekom. 

 

Subsequent waves of deployments should ultimately provide the necessary 

comfort level for Tier 2 and 3 operators to achieve similar service acceleration, 

and scaling savings benefits, thereby ensuring they remain competitive in the 

rapidly unfolding world of virtualized and cloud-based applications. 

 

Finally, we believe that the SBC is ideally positioned to function as a first test case 

to validate the value proposition of NFV because of its broad network functionali-

ty, high level of software and network intelligence, as well as its direct impact on 

session management and service delivery. 
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